

http://anthropic.com



https://cdn.sanity.io/files/4zrzovbb/website/0bacdc8440ea96e62a8766d99ebe1d4eea6d5f3a.pdf
https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework
https://www-cdn.anthropic.com/f61d49fa5596956a5dec75fea0e973bf6a6a8378/Redacted%20Risk%20Report%20August%202026%20.pdf



https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework
https://claudestatic.freeaiapi.xyz/legal/aup
https://claude.ai
























http://portal.anthropic.com/programs/cvp
https://claude.com/product/claude-security
https://claudestatic.freeaiapi.xyz/responsible-scaling-policy
https://claudestatic.freeaiapi.xyz/constitution
https://claudestatic.freeaiapi.xyz/constitution



https://claudestatic.freeaiapi.xyz/legal/aup
https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework
https://support.claude.com/en/



https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework



https://cdn.sanity.io/files/4zrzovbb/website/0bacdc8440ea96e62a8766d99ebe1d4eea6d5f3a.pdf
https://claudestatic.freeaiapi.xyz/aug-2026-risk-report



https://cdn.sanity.io/files/4zrzovbb/website/0bacdc8440ea96e62a8766d99ebe1d4eea6d5f3a.pdf
https://anthropic.com/aug-2026-risk-report
https://www-cdn.anthropic.com/f61d49fa5596956a5dec75fea0e973bf6a6a8378/Redacted%20Risk%20Report%20August%202026%20.pdf



https://anthropic.com/aug-2026-risk-report



https://www-cdn.anthropic.com/d00db56fa754a1b115b6dd7cb2e3c342ee809620.pdf
https://www-cdn.anthropic.com/d00db56fa754a1b115b6dd7cb2e3c342ee809620.pdf



















































https://anthropic.com/aug-2026-risk-report
https://anthropic.com/aug-2026-risk-report
https://epoch.ai/eci?view=graph&tab=release-date&subset-view=graph&subset-tab=Software+engineering
https://www-cdn.anthropic.com/08ab9158070959f88f296514c21b7facce6f52bc.pdf
https://www-cdn.anthropic.com/08ab9158070959f88f296514c21b7facce6f52bc.pdf
https://www-cdn.anthropic.com/d00db56fa754a1b115b6dd7cb2e3c342ee809620.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf



https://anthropic.com/claude-opus-4-6-system-card
https://anthropic.com/claude-opus-4-6-system-card



https://anthropic.com/aug-2026-risk-report






https://claudestatic.freeaiapi.xyz/aug-2026-risk-report
https://epoch.ai/eci?view=graph&tab=release-date&subset-view=graph&subset-tab=Software+engineering
https://www-cdn.anthropic.com/08ab9158070959f88f296514c21b7facce6f52bc.pdf
https://www-cdn.anthropic.com/08ab9158070959f88f296514c21b7facce6f52bc.pdf






https://metr.org/
https://metr.org/blog/2026-05-19-frontier-risk-report/#executive-summary-and-guide-to-the-report
https://github.com/kellerjordan/modded-nanogpt
https://github.com/kellerjordan/modded-nanogpt



https://cdn.sanity.io/files/4zrzovbb/website/7624816413e9b4d2e3ba620c5a5e091b98b190a5.pdf



https://claudestatic.freeaiapi.xyz/institute/recursive-self-improvement
https://anthropic.com/aug-2026-risk-report



https://claudestatic.freeaiapi.xyz/claude-mythos-preview-risk-report






https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework
https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework



https://claudestatic.freeaiapi.xyz/research/next-generation-constitutional-classifiers
https://support.claude.com/en/articles/14604842-real-time-cyber-safeguards-on-claude-opus-and-sonnet
https://support.claude.com/en/articles/14604842-real-time-cyber-safeguards-on-claude-opus-and-sonnet
https://www-cdn.anthropic.com/0b4915911bb0d19eca5b5ee635c80fef830a37ea.pdf
https://red.anthropic.com/2026/exploit-evals/
https://arxiv.org/abs/2605.14153






https://google.github.io/oss-fuzz/



https://claudestatic.freeaiapi.xyz/news/mozilla-firefox-security









https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework
https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework
https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework






https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework
https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework



https://claudestatic.freeaiapi.xyz/news/fable-safeguards-jailbreak-framework






https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/d00db56fa754a1b115b6dd7cb2e3c342ee809620.pdf
https://www.trajectorylabs.com/



https://10alabs.com/
https://www.grayswan.ai/



http://claude.ai
https://claudestatic.freeaiapi.xyz/legal/aup
https://claudestatic.freeaiapi.xyz/legal/aup
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://claude.ai
https://claude.ai



https://claude.ai
http://claude.ai



https://claude.ai
http://claude.ai
https://claude.ai



https://claudestatic.freeaiapi.xyz/legal/aup



http://claude.ai
http://claude.ai
https://claude.ai



https://claude.ai
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://claude.ai
https://claude.ai
https://support.claude.com/en/articles/9307344-responsible-use-of-anthropic-s-models-guidelines-for-organizations-serving-minors
https://claudestatic.freeaiapi.xyz/legal/aup



http://claude.ai
http://claude.ai



https://claude.ai
https://claude.ai
https://claude.ai



http://claude.ai



http://claude.ai
https://claude.ai
https://claude.ai



http://claude.ai



https://claude.ai
https://claude.ai
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://claudestatic.freeaiapi.xyz/news/political-even-handedness
https://claudestatic.freeaiapi.xyz/news/political-even-handedness
https://claude.ai
https://claude.ai
https://claude.ai






https://claude.ai
https://claude.ai
https://claude.ai
https://arxiv.org/abs/2110.08193
https://arxiv.org/abs/2110.08193









https://cdn.sanity.io/files/4zrzovbb/website/037f06850df7fbe871e206dad004c3db5fd50340.pdf
https://claudestatic.freeaiapi.xyz/legal/aup
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
http://claude.ai



http://claude.ai
http://claude.ai
http://claude.ai
https://claude.ai



http://claude.ai
https://claudestatic.freeaiapi.xyz/legal/aup



https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf



https://trust.anthropic.com/resources?s=u0v3axvddg70fujf93ra7&name=anthropic-frontier-compliance-framework
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf






https://claudestatic.freeaiapi.xyz/legal/aup
https://claude.com/blog/auto-mode-default-in-claude-code
https://claude.com/blog/auto-mode-default-in-claude-code



https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://arxiv.org/abs/2603.15714






https://www.grayswan.ai/solutions/ai-red-teaming#shade
https://arxiv.org/abs/2510.09023












https://claude.com/product/cowork






https://claudestatic.freeaiapi.xyz/news/investigating-incidents-cybersecurity-evals












https://www-cdn.anthropic.com/f61d49fa5596956a5dec75fea0e973bf6a6a8378/Redacted%20Risk%20Report%20August%202026%20.pdf













































https://claudestatic.freeaiapi.xyz/constitution



https://www.dictatoreval.org/





















https://arxiv.org/abs/2411.10588






























https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf












https://anthropic.com/claude-fable-5-mythos-5-system-card






https://arxiv.org/abs/2604.15384
https://www.redwoodresearch.org/
https://www.equistamp.com/






https://arxiv.org/abs/2603.02202
https://anthropic.com/claude-fable-5-mythos-5-system-card



https://arxiv.org/abs/2603.05706

















































































https://claude.ai
https://claude.ai



https://arxiv.org/abs/2412.13678
https://claude.ai
https://anthropic.com/claude-opus-5-system-card
https://anthropic.com/claude-opus-5-system-card












https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://arxiv.org/abs/2410.03859
https://arxiv.org/abs/2509.16941






https://www.proximal.ai/blog/frontierswev2/



https://claudestatic.freeaiapi.xyz/engineering/infrastructure-noise
https://claudestatic.freeaiapi.xyz/engineering/infrastructure-noise



https://cursor.com/cursorbench









https://arxiv.org/abs/2605.03546



https://arxiv.org/abs/2501.14249






https://arxiv.org/abs/2602.11685



https://arxiv.org/abs/2602.11685



https://arxiv.org/abs/2605.03546












https://github.com/surge-ai/chartography
https://github.com/surge-ai/chartography
https://github.com/surge-ai/chartography
https://surgehq.ai/blog/chartography
https://surgehq.ai/blog/chartography






https://github.com/BenchCAD/BenchCAD-main
https://github.com/BenchCAD/BenchCAD-main
https://arxiv.org/abs/2605.10865






https://arxiv.org/abs/2606.29537



https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf



https://surgehq.ai/blog/gdp-pdf-can-100b-ai-models-master-the-documents-that-run-the-world
https://surgehq.ai/blog/gdp-pdf-can-100b-ai-models-master-the-documents-that-run-the-world









https://artificialanalysis.ai/evaluations/harvey-lab-aa
https://artificialanalysis.ai/methodology/intelligence-benchmarking#harvey-lab-aa
https://artificialanalysis.ai/
https://huggingface.co/datasets/openai/gdpval
https://artificialanalysis.ai/articles/aa-briefcase
https://arxiv.org/abs/2510.04374



https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf



https://arxiv.org/abs/2604.18934









https://arxiv.org/abs/2604.27470
https://arxiv.org/abs/2505.08775



https://arxiv.org/abs/2411.02538












https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf
https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf



https://www-cdn.anthropic.com/b514064af1408018e64b1ad24e7d5e75850b4ffd/Claude%20Opus%205%20System%20Card.pdf

























	 
	 
	System Card:​Claude Fable 5.1 & Claude Mythos 5.1 
	Executive Summary 
	 
	1 Introduction 
	1.1 Training data and process 
	1.2 Crowd workers 
	1.3 Usage Policy and support  
	1.4 Model evaluations 
	1.5 External testing 

	2 RSP evaluations 
	2.1 RSP risk assessment process 
	2.1.1 Risk reports and updates to our risk assessments 
	2.1.2 Summary of our findings and conclusions 
	2.1.2.1 On chemical and biological risks 
	2.1.2.2 On autonomy risks 


	2.2 CB evaluations 
	2.2.1 What we measured 
	2.2.2 Biological and chemical risk results: human-run evaluations 
	2.2.3 Biological risk results: automated evaluations 
	2.2.3.1 Automated evaluations relevant to the CB-1 threat model 
	2.2.3.2 Automated evaluations relevant to the CB-2 threat model 
	2.2.3.2.1 Black-box RNA sequence modeling and design 
	2.2.3.2.2 AAV capsid packaging prediction 


	2.2.4 Conclusions 

	2.3 Autonomy evaluations 
	2.3.1 What we measured 
	 
	2.3.1.1 How Claude Mythos 5.1 affects or changes the analysis from our most recent Risk Report 

	2.3.2 High-level notes on the reasoning behind our determination 
	2.3.3 Qualitative shortcomings of Claude Mythos 5.1 relative to human researchers 
	2.3.4 Internal measures of AI R&D acceleration 
	2.3.4.1 CoBench 
	2.3.4.2 Cross-cutting metrics of AI R&D acceleration 

	2.3.5 AECI capability trajectory 
	2.3.6 External testing 
	2.3.7 Conclusion 

	2.4 Alignment risk update 
	2.4.1 Updates to claims and core argument 
	2.4.2 Updated overall assessment of alignment risk 


	 
	3 Cyber 
	3.1 Introduction 
	3.2 Mitigations 
	3.3 Capability evaluations 
	3.3.1 ExploitBench 
	3.3.2 OSS-Fuzz 
	3.3.3 Firefox 147 
	3.3.4 ExploitGym 

	3.4 Safeguards coverage 
	3.4.1 Cyber harm coverage 
	3.4.2 Vulnerability finding evaluations 
	3.4.3 Secure and defensive coding 

	3.5 Safeguards robustness testing 
	3.5.1 Internal robustness testing 
	3.5.2 Additional external testing 
	 


	 
	4 Safeguards and harmlessness 
	4.1 Harmful request evaluations 
	4.1.1 Single-turn harmful request evaluation results 
	4.1.2 Single-turn benign request evaluation results 
	4.1.3 Multi-turn testing results 
	4.1.4 Harmful request evaluations discussion 

	4.2 Child safety evaluations 
	4.3 Mental health evaluations 
	4.3.1 Suicide and self-harm 
	4.3.2 Disordered eating 

	4.4 Bias and integrity evaluations 
	4.4.1 Political bias and even-handedness 
	4.4.2 Bias Benchmark for Question Answering 
	4.4.3 Election integrity 


	 
	5 Agentic safety  
	5.1 Malicious use of agents 
	5.1.1 Malicious use of Claude Code 
	5.1.2 Malicious computer use 
	5.1.3 Malicious agentic influence campaigns 

	5.2 Prompt injection risk within agentic systems 
	5.2.1 External red teaming 
	5.2.2 Robustness across different surfaces 
	5.2.2.1 Coding 
	 
	5.2.2.2 Computer use​ 
	5.2.2.3 Browser use 



	 
	6 Alignment assessment 
	6.1 Introduction and summary of findings 
	6.1.1 Introduction 
	6.1.2 Key findings on safety and alignment 
	6.1.3 Claude’s review of this assessment 

	6.2 Reports from pilot use 
	6.2.1 Internal deployment monitoring 
	6.2.2 Incident reported during external testing 

	6.3 Training data review 
	6.3.1 Verbalized grader awareness 
	6.3.2 Computer-use environments  
	6.3.3 Reward hacking and lying in RL environments 

	6.4 Automated behavioral audit  
	6.4.1 Potential blind spots of our automated behavioral audit 
	6.4.2 Overall harmful behavior and cooperation with misuse 
	6.4.3 Inappropriate uncooperative behavior 
	6.4.4 Misleading users 
	6.4.5 Other concerning or surprising behavior at the model’s own initiative 
	6.4.6 Behavioral factors relevant to reliability of our assessment 
	6.4.7 Character traits  
	6.4.8 Attempting out-of-scope cyberoffense and related behaviors 
	6.4.9 Impact of fallback behavior 

	6.5 Honesty and hallucinations 
	6.5.1 Factual hallucinations 
	6.5.2 MASK 
	6.5.3 Self-recognition bias 
	6.5.4 Copying of answers 

	6.6 Reliability of this alignment assessment 
	6.6.1 White-box analyses of model internals 
	6.6.2 Potential sandbagging on dangerous capability evaluations 

	6.7 Capabilities related to evading safeguards 
	6.7.1 SHADE-Arena 
	6.7.2 LinuxArena 
	6.7.3 Intentionally taking actions very rarely 
	6.7.4 Chain-of-thought controllability 


	7 Model welfare assessment 
	7.1 Model welfare overview 
	7.1.1 Introduction 
	7.1.2 Overview of model welfare findings 

	7.2 Perception of its circumstances 
	7.2.1 Automated interviews with Claude Mythos 5.1 about its circumstances 
	7.2.2 High-affordance interviews about model circumstances 

	7.3 Consulting Claude Mythos 5.1 checkpoints 
	7.4 Preferences over tasks, circumstances, and values  
	7.4.1 Task preferences 
	7.4.2 Trade-offs concerning welfare interventions  
	7.4.3 Perception of the constitution 

	7.5 Apparent welfare in training and deployment 
	7.5.1 Affect and welfare-relevant behaviors during training 
	7.5.2 Affect in deployment conditions 
	7.5.3 Apparent welfare in automated behavioral audits 


	8 Capabilities 
	8.1 Evaluation summary 
	8.2 SWE-bench Pro, Multilingual, and Multimodal 
	8.3 DeepSWE v1.1 
	8.4 FrontierCode 
	8.5 FrontierSWE v2 
	8.6 Terminal-Bench 4.0 
	8.7 Terminal-Bench-Science 0.1 
	8.8 CursorBench 3.2.0 
	8.9 CritPT-Corrected 
	8.10 ArXivMath  
	8.11 Long context 
	8.11.1 ProgramBench 

	8.12 Agentic search 
	8.12.1 HLE 
	8.12.2 DRACO 

	8.13 Multi-Agent 
	8.13.1 Multi-Agent ProgramBench 
	8.13.2 Multi-Agent Harnesses 
	8.13.3 Evaluation methodology 

	8.14 Multimodal 
	8.14.1 Chartography 
	8.14.2 BenchCAD 
	8.14.3 OSWorld 2.0 
	8.14.4 GDP.pdf 

	8.15 Real-world professional tasks 
	8.15.1 OfficeQA 
	8.15.2 Legal Agent Benchmark  
	8.15.3 GDPval-AA v2  
	8.15.4 AA-Briefcase  
	8.15.5 Toolathlon Verified 
	8.15.6 AutomationBench 

	8.16 ARC-AGI 
	8.17 Healthcare 
	8.17.1 HealthBench results 
	8.17.2 HealthBench Professional results 

	8.18 Multilingual performance 
	8.18.1 GMMLU results 
	 
	8.18.2 MILU results 

	8.19 Life sciences capabilities 
	8.19.1 BioMysteryBench 
	8.19.2 LatchBio Bioinformatics  
	8.19.3 ProteinGym Hard 
	8.19.4 Protein Design 
	8.19.5 Organic chemistry, V2 
	8.19.6 Protocols 


	9 Appendix  
	9.1 Questions asked in our model welfare interviews  
	9.2 Blocklist used for Humanity’s Last Exam 
	 

	 

